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Abstract 
The aim of this research is to build a robust workflow for processing old Romanian 
scanned texts written in the Cyrillic alphabet, in order to obtain the editable Latin 
alphabet transcript. If successful, the solution will become a pioneering approach to 
deciphering old printed texts and manuscripts, with special attention given to those 
using the Cyrillic alphabet. The paper examines existing deep learning and computer 
vision approaches with the intention to find the most adequate methods for solving 
the problem of converting scanned documents representing Cyrillic Romanian 
writings into editable forms. 
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1. Introduction 

The Romanian Cyrillic alphabet has suffered changes during the last centuries and researchers 
distinguish 3 periods when different versions of the alphabet have been used. One version is 
the one used before the year 1830, when the transition to the Latin alphabet started. Between 
1830 and 1862 a transition alphabet was already in use, when the Cyrillic alphabet was mixed 
with some Latin letters. The final version of the Cyrillic alphabet which supported Romanian 
language writings is the one used after 1930 in Bessarabia and Transnistria (Cojocaru and 
Colesnicov, 2016). 
Many of the known approaches, some of which being described in section 3, focus on building 
a form of optical character recogniser (OCR) working on scanned documents, an enterprise 
which is usually known as not being very reliable. Standard OCR tools fail to process old 
scanned documents, as they are less readable, they contain colour stains, blots or other defects, 
it is usual that printings display irregular spacing between letters and words, and the old fonts 
vary substantially in both form and size even inside the same document (Cojocaru and 
Colesnicov, 2016; 2017). 
The solution that we advance plans to leverage the latest computer vision and deep learning 
techniques with the purpose of obtaining a robust process for extracting text from Cyrillic 
Romanian scanned document, without any human intervention. 
We think it is important to zoom in on the concept of Deep Learning, which is the backbone of 
most of the methods and approaches that we will see explained in this paper. Computers have 
always been good at solving problems that are hard for humans, tasks that involved 
computational speed and complex calculations are easily done by a machine. The main 
challenge of Artificial Intelligence is to solve tasks that are easy for humans but resist at the 
trials of being formalised, like recognizing objects in an image or spoken words in a vocal 



stream. This is where Deep Learning is of help, with its high capacity to learn from former 
human experiences, by understanding in terms of a hierarchy of concepts. Complex concepts 
can be explained as a structure of simpler ones and so on, which sets about in the organisation 
of a deep structure graph with many layers (Goodfellow et al., 2016).  

2.  Solution 

One of the main challenges of this project is to formulate a unified solution that can 
accommodate the deciphering of printed Cyrillic Romanian texts and which could also be 
placed at the basis of deciphering manuscripts. 
Although the need to decipher old Cyrillic writings is not new, only recently computer 
scientists started to trust that their algorithms could help researchers working in paleo-
linguistics in a significant way. The approaches done so far were primarily focused on using 
classical approaches in OCR, which are very hard to customize. As these systems are not 
prepared to handle noisy writings of old Cyrillic texts, the OCR output needed always to be 
corrected by a human expert. Figure 1 shows some examples of noisy original scans.  

 
Figure 1: Samples of scanned old documents displaying different types of noise 

It is very hard to come up with a robust pipeline of image processing steps expected to output 
a clean version of those documents, therefore containing nothing but the letters of the text. 
There are many types of noise that might appear and they are very hard to predict. Mainly 
because any error that might occur at this first step of the process will propagate throughout 
the entire workflow and because, sunk in noise or not, objects should still maintain their 
primary features, we decided to completely eliminate this type of operation and instead to study 
techniques of object detection and see to what extent they could be applicable directly to the 
original image.  

As can be easily seen, our objects are nested: pages include columns, columns include lines, 
lines include words and words include letters. Part of these objects can be determined by 
techniques of document structure identification and segmentation. Identifying lines usually 
involves dynamic programming techniques on horizontal histograms after a grid is traced over 
the document. This attempts at generating a globally optimal segmentation solution based on 
histogram peaks (Figure 2). Since, the final goal of deciphering scanned texts is to identify a 
sequence of words, recent approaches reconsider the idea of composing words from sequences 
of isolated characters and face directly the challenge of identifying words. So, the objects in 
intelligent word recognition (IWR) techniques are the words, which should be identified, 
irrespective of their huge variation in form, in the conglomerate of objects of the same kind 
populating a page. Taken from this perspective, deciphering of manuscripts differ from 
deciphering of prints not conceptually, but only by the much greater diversity of forms which 
characterises the first type of documents. 



 
Figure 2: Line segmentation 

As the recognition of words is basically a type of classification operation, it aims at finding a 
class ID to each object in a page. Usually, this goes in two steps: a cauterization operation, 
which groups similar words in clusters, followed by an operation of assigning labels to each 
found class. Seen as such, the assigned labels can be the predicted actual Latin versions of the 
original Cyrillic words (Figure 3). However, there is a drawback to such an attempt: the fact 
that an inventory of predicted Latin words is not known a-priori, which means that we do not 
know the set of labels to be assigned to original clusters. Moreover, training is problematic as 
well, since occurrences of many words could have very low frequencies in the training set.  

 
Figure 3: Transformation of an image containing original Cyrillic words into their Latin transcription 

3. Related Work 

3.1. Digitalization of Old Romanian Documents 

In the area of processing old Cyrillic Romanian texts, one work that stands out (Cojocaru and 
Colesnicov, 2016) focuses on refining the output from the ABBYY FineReader OCR. 
Professional state-of-the-art OCRs work very well on modern texts. When dealing with 
historical documents, where the font may vary and the paper presents distortion, results are 
worse. OCRs don’t distinguish between old and modern versions of the language, which 
usually use different orthography, so they tend to favour the modern one. Cyrillic Romanian 
script of the 18th century contains glyphs that are not supported by most OCR programs. 
The article describes a pipeline of four processes: digitization and image pre-processing, OCR, 
text post-processing and quality evaluation. The first steps imply scanning and pre-processing 
the images, which mean applying actions like line straightening, image cleaning and 
conversion to grayscale. OCR is then applied, followed by the post-processing phase, where a 
manual correction of the OCR output is performed. 
Another article (Cojocaru and Colesnicov, 2017) adds another step to this pipeline, which is 
the use of a lexicon to help with the correction of words. The vocabulary is iteratively enriched 
with every manual correction of the OCR output. In this paper the authors also distinguish 
another period in the use of Cyrillic scripts for Romanian. The pre-transition epoch is divided 
into early 19th century and 18th century scripts on one hand, while the 17th century scripts, due 
to the particular use of the language, is considered a different epoch. 



Gîfu and Petic (2014) created a gold corpus for the Romanian language used in Transnistria, 
for both Latin and Cyrillic alphabet. They used the novel “Sania” (1955), written with the 
Cyrillic alphabet and applied OCR and transliteration. The original and the transliterated texts 
were aligned at sentence and word level. The Latin text was enriched with morpho-lexical 
information using the UAIC part-of-speech tagger (Simionescu, 2011). After the parallel 
alignment was done, a group of linguists have studied the output and came up with a series of 
observations regarding transliteration and how academic norms and editorial interventions 
affected the original text. 
 
3.2. Object Detection 

Previous work done on extraction of characters from historical documents, described in the 
previous section, use OCR to find and classify letters in images. This approach is prone to error 
especially when working with images of old documents. Also, these images might not always 
be scans, but also photos taken with a camera that might not contain just the text, as the portion 
of text may not be rigorously cropped out from the picture. It is very hard to estimate what 
types of distortions might occur. A more flexible solution to this problem is inspired from 
identifying text in scenes. Scene text detection is used to find text in any type of context. Scene 
text detection is related to object detection and uses similar detection algorithms. Some of the 
most common applications are licence plate detection, face detection, people detection, etc. 
One of the main problems when dealing with object recognition algorithms is that it is very 
hard to identify the region where to look for the object. Objects can be located anywhere within 
the image and can have different sizes. An ordinary CNN can’t solve this problem. One naive 
approach would be to take many, randomly selected, regions of interest from the image and 
use a CNN to classify the cropped regions, but obviously the results would be poor. So, we will 
discuss some of the most common object detection approaches available now. 
R-CNN (regions with CNN features) (Girshick et al., 2014) is an algorithm that uses selective 
search (Uijlings et al., 2013), which extracts just 2000 regions of interests. Now, instead of 
having to classify a large number of regions, the algorithms has to deal with just 2000. These 
regions are wrapped into a rectangle and fed to a Convolutional Network that extracts a set of 
features. These features are then used as input for an SVM classifier (Cortes and Vapnik, 1995), 
which will output the region label. Given all the label scores, for all the proposed regions in an 
image, the algorithm will then eliminate all the proposed regions that have an intersection-
over-union score lower than some threshold. But still, this approach does not efficiently solve 
the problem of finding candidate regions. Also, it is time consuming to classify 2000 regions 
for every image. 
Fast R-CNN (Girshick, 2015) is an improvement of the previously mentioned algorithm. In 
this approach, instead of selecting and inputting 2000 proposed regions, the algorithm takes 
the full image at once. A convolutional feature map is formed, similar to R-CNN, and the 
proposed regions are selected, using a selective search approach (Uijlings et al., 2013). These 
are sent to a RoI pooling layer, which reshapes the regions into a fixed size, which then can be 
fed to the fully connected layers. The advantage of this algorithm is that, instead of doing the 
selective search in the beginning and having to call the CNN 2000 times, the feature map is 
extracted using CNN and the proposed regions are dynamically computed. 



 

Figure 4: Faster R-CNN workflow (Ren et al., 2015) 

An even more efficient method to object detection is known as Faster R-CNN (Ren et al., 2015) 
(Figure 4). The previous two approaches described use selective search for identifying the 
proposed regions, which is quite time consuming. Instead, Ren et al. propose a separate 
network for identifying the regions of interest. The selected regions are then reshaped using 
the RoI pooling layer, which are then used for classification and prediction of the bounding 
boxes. This approach is more efficient than the previous two, because instead of decoupling 
the region proposal and detection phases, they now do work together and learn one from 
another. For example, if selective search has false negatives, this will further generate errors in 
the network, but not in the case of Faster R-CNN. In this method the selective search in replaced 
with a Region Proposal Network (RPN) (Ren et al., 2015). So, after the image goes through 
the Convolutional Network and the feature map is generated, this map is passed to the Region 
Proposal Network. Here a sliding window passes through the feature map. For each location in 
the feature map  generate k = 9 anchors, which represent boxes at 3 scales (128, 256, 512) and 
with 3 aspect ratios (1:1, 1:2, 2:1) and this will be the proposed regions. For each box there is 
a classification layer, which outputs 2k scores and a regression layer, which calculates the 4k 
coordinates. If the feature map is of size W × H, there are W × H × k anchors in total. The 
optimization described for the late version, still have to use some kind of region selection to 
localize the objects. 

YOLO (you only look once) (Redmon et al., 2016) is very different from the region based 
algorithms described above. It uses a single convolutional network to predict the bounding 
boxes and the labels. YOLO (Figure 5) takes an image and splits it into an S×S grid. For each 
grid cell centre, it takes B bounding boxes that have the same centre as the grid cell. The 
algorithm does this in order to detect cases where there are several objects that might occupy 
the same grid cell. So, the algorithm uses a typical CNN with a fully connected layer at the 
end. YOLO models detection as a regression problem and predicts an S × S × (B × 5 + C) 
tensor. That means that for each of the B bounding boxes associated with each grid cell, the 
network predicts 5 values (bx1, by1, bx2, by2 and c - confidence that an object exists in the 
box), and C class probabilities. In the end, boxes with low probability are removed and boxes 
with the highest shared areas are merged using a method called non-max suppression. 



 

Figure 5: YOLO workflow (Redmon et al., 2016) 

3.3. Image Captioning and Sequence to Sequence Modelling 

Another way of solving this problem is by applying a technique similar to image captioning. 
In image captioning, given an image, the system must output a sentence that describes the 
content of the picture (Figure 6). This might work just as well for our case where we try and 
predict the text (Latin version) from an image. Following the comprehensive survey of Image 
Captioning (Hossain et al., 2018), we went through some of the most representative methods 
for generating text out of images. Some of the early approaches (before 2014) were not able to 
produce sentences that make sense and could not determine with enough precision the object-
word association. One of the groundbreaking papers is (Vinyals et al., 2015), which describes 
an approach inspired by the sequence-to-sequence model (Sutskever et al., 2014). This method 
uses an encoder-decoder architecture, but it replaces the LSTM encoder with a CNN that 
generates a feature representation, which will be passed on to the decoder for generating the 
output sequence, similar to the “context” vector. A similar approach was done by (Donahue et 
al., 2015), which also used a CNN instead of the LSTM encoder, but, this time, the CNN was 
a VGGNet (Simonyan and Zisserman, 2014). 
The first “attention” based method used for image captioning was introduced in (Xu et al., 
2015). This method concentrates on the salient parts of the image and generates words 
accordingly. CNN based “attention” methods concentrate on features from the top level of the 
network, which will miss information from the image that might contribute to a more detailed 
described. So, the approach in (Xu et al., 2015) will use “attention” on the lower level of the 
CNN to preserve information. 
Other recent popular papers (Luo et al., 2018; Rennie et al., 2017) also use “attention” to better 
target the predictions. This time the attention is focused on the CNN feature map that is 
generated on the top layer of the network. The algorithm will assign weights to each feature in 
the map, which will contribute differently to the next output in the sequence. The difference 
between the two papers is that in (Luo et al., 2018) the weighted feature map will be used as 
input for the input gate of the LSTM decoder, while in (Rennie et al., 2017) the feature map is 
weighted and fed into every gate of the LSTM. 
The methods described are based on a bi-modal model, which uses a common embedding space 
for images and sentences trained to learn relationships between two entities. A different 
approach is described in (Karpathy et al., 2014), where the objects-words associations are 
considered at a finer level, predicting fragments of sentences rather than the whole sentence at 
once. To do so, an R-CNN (Girshick et al., 2014) algorithm is used to detect specific regions 
in an image. Then, each region is described separately and the resulting descriptions of the 
individual fragments of the image are put together in a sentence with the help of Dependency 
Tree relations (Figure 6). 
 



 
Figure 6: Image to text using object detection (Karpathy et al., 2014) 

Coming back to our goal, we see that these methods, although having rather similar goals with 
what we want to achieve, also differ in at least one important aspect: the structure of the 
generated sentence in Latin Romanian should be identical to that of the Cyrillic version, 
therefore here we do not face a proper constraints-free generation as in the last approach 
investigated. We retain however the possibility to understand zones of the original image, the 
denser they are the better, and try to guess the missing elements. A Dependency Tree could 
indeed be chosen to glue together the discovered segments of a sentence, by using constraints 
of lexical, syntactic and semantic nature, but guessing the missing words should also take in 
consideration lexical distances. One supplementary difficulty comes from the scarceness of 
morphological, syntactic and semantic resources for variants of the old Romanian languages. 
Another way to solve image captioning is through sequence-to-sequence models (S2S), first 
described in two pioneering papers (Sutskever et al., 2014) and (Cho et al., 2014). Apart from 
image captioning, S2S models were also proved to achieve good results in: machine translation, 
text summarization, question answering, etc. 
When referring to any S2S model, cf. to (Cho et al., 2014), two key components should be 
retained: the encoder and the decoder (Figure 8). Both are basically Recurrent Neural Networks 
(Karpathy et al., 2015). The Encoder takes each item in the input sequence and constructs a so 
called “context” vector, which has a fixed length and represents the output of the last hidden 
layer of this network. After the encoder finishes the process of the input sequence, it sends the 
“context” vector to the Decoder, which begins producing the output items one by one based on 
the “context” vector and the already outputted items (Figure 7). 

 
Figure 7: Encoder-Decodor architecture (Goodfellow et al., 2016) 

There are some problems though with this approach. One is that the “context” vector is of fixed 
size and might not be able to encapsulate all the information from the input sequence, especially 
when dealing with long sequences. Another issue is that RNNs are hard to parallelize, because 
they need to wait for the output of the previous recurrent step in the network. Also, there are 
still problems with long-range dependencies, for long texts or sentences, even for networks 
using LSTM (Hochreiter and Schmidhube, 1997). In the case of image captioning, the encoder 
is replaced with a CNN that generates sets of image features to be used as context vectors. 



3.4. The Dataset 

The data that we have right now consists of a collection of 22 documents summing up 5520 
scanned pages (Table 1) with their corresponding Latin transcriptions.  
 

Table 1: Sources of our dataset 

Source # Scanned pages 
Bible 98 

Pravila aleasa a lui Eustratievici (1632) 728 
Codex Sturdzanus (1580 - 1619) 253 

Coresi, Cazania II (1581) 251 
Cuvint pentru curatie 73 

Evangheliarul de la Londra 281 
Evangheliarul de la Sibiu 235 
Floarea darurilor (1491) 341 

Leastvita (1672) 620 
Prăvălia de ispravă 53 

Prăvălia de la Govora 348 
Prăvălia ritorului Lucaci 144 

Psaltirea Hurmuzaki (1500-152) 249 
Psaltirea Scheiană (secolul al XV-lea) 530 

Psaltirea Voroneeană (secolul al XVI-lea) 149 
Rujdenița (1620) 10 

Manuscrisul de la Ieud (1610-1640) 48 
Molitevnic Rumânesc 185 

Octoih Rumânesc (1683 - 1686) 322 
Palia de la Orăștie (1582) 322 

Total 5520 
 
Starting from these images, we are currently building a new dataset consisting of pairs of 
letter/word/line bounding boxes and their corresponding decoded content in the Latin alphabet. 
A web tagging tool (Figure 8) was specially designed for this task, which enables a person to 
load a sequence of scanned images of pages into a web canvas and annotate any number of 
bounding boxes on their areas. In the right hand side we also have the original language text 
that will help us easily decode the image text. For each box the annotator will have to manually 
assign a value content, which the tool will pair with the calculated box coordinates. This kind 
of data are necessary to build an object recognition system. The tool will enable to create a 
reliable and complex dataset not just for our purpose but for many other annotation tasks. 
 



 

Figure 8: The image annotator frontend 

 
For the application frontend we used HTML, CSS and JavaScript and the backend is written in 
PHP, which uses a MySQL database for persistence. 

4. Conclusions 

The task of deciphering images of old documents is not an easy one. Even though we have 
enough methods today to approach this problem more freely, we still have to make a lot of fine 
tuning and customization to make the existing tools suite our goal. 
Tackling this particular subject gives a lot of room for experimentation, because of the 
multitude of parameters that have to be taken into consideration. What we have presented in 
this paper is merely a preparative work, intended as an inventory of what seems to us being 
promising models for deciphering scanned Cyrillic documents. We consider that the methods 
presented, together with the data now under preparation (and for which we have already 
developed an acquisition frontend), offer promising perspectives of doing original work and 
advance the state of the art in this domain. 
AI technologies (a look at the chronology of the articles cited in this paper will reveal that few 
articles appeared before 2012) are applied in surprising new environments as compared to those 
they have been initially planned for. We are aware that the novelty of these approaches does 
not necessarily guarantee success. One big drawback of using Deep Learning is that it requires 
a high quantity of data from which meaning is inferred and generalizations reach the point 
where the learned concepts can safely be applied to new use cases. In fact, this represents one 
of the causes why much progress was not made in solving this problem and the formalizations 
have been rather stuck on classical OCR techniques. For the task described here we are 
determined to apply a bootstrapping approach to acquiring data, by iterating a sequence of 
correct-retrain-enlarge operations over the transcribed data obtained at each step, until the 
evaluation of the trained transcriber shows a flattening to a maximal value. 
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